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Abstract
Artificial intelligence governance is increasingly shaped by two partially disconnected conversations: one focused on responsible AI practices, standards, and governance frameworks across organizational settings, and another focused on the international governance of advanced or transformative AI under conditions of geopolitical competition. This paper synthesizes two recent publications representing these strands. The first is a systematic literature review of AI governance that analyzes 28 studies and organizes governance artifacts across team, organization, industry, national, and international levels. The second develops a taxonomy of international governance options for advancing artificial intelligence, emphasizing governance by different actors and intervention at the stages of development, proliferation, and deployment. Read together, these works suggest that effective AI governance must be conceived as a multi-level, stage-sensitive architecture. This paper argues that AI governance should combine responsible AI mechanisms at lower levels with stronger national and international controls for high-risk, dual-use, and transformative AI. The paper clarifies the complementarity of the two source publications, builds an integrated framework around the questions of who governs, what is governed, when governance intervenes, and how governance is implemented, and develops a research and policy agenda focused on governance alignment, chokepoints, competitive dynamics, and international coordination. The central conclusion is that no single governance mechanism can handle the full AI governance problem. Durable governance will require coordination among organizations, standards bodies, states, and international institutions, with governance intensity increasing as capabilities, risks, and strategic externalities grow.
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1. Introduction
Artificial intelligence governance has become one of the defining policy challenges of the present era. On one side, AI is embedded in ordinary organizational settings: firms build AI systems, public agencies procure them, and sectoral actors attempt to integrate ethical principles such as fairness, transparency, accountability, and human oversight into day-to-day practice (Batool et al., 2025; Jobin et al., 2019; Lu et al., 2022). On the other side, frontier AI increasingly appears as a strategic technology whose consequences may extend beyond ordinary organizational harms into military competition, cyber offense, disinformation, concentration of power, and systemic instability (Brundage et al., 2018; Emery-Xu et al., 2025; Horowitz, 2018, 2020). The challenge is that governance debates often separate these two domains when they should be analyzed together.
A large segment of the AI governance literature has focused on the internal governance of AI systems and the broader ecosystem of frameworks, tools, and policies designed to guide responsible AI. Batool et al. (2025), in their systematic literature review, show that this landscape is already extensive and heterogeneous. Governance solutions are distributed across team, organization, industry, national, and international levels, and stakeholders are often confronted with a confusing variety of principles, guidelines, models, and frameworks. The field includes ethics guidelines (Jobin et al., 2019), organizational governance models (Mäntymäki et al., 2022), integrated frameworks for public administration (Wirtz et al., 2020), subnational policy dynamics (Liebig et al., 2022), and sector-specific governance approaches in domains such as health, energy, media, and higher education (Pierson et al., 2023; Stogiannos et al., 2023; Abbas et al., 2023).
At the same time, a second stream of research argues that these lower-level or softer forms of governance may become insufficient for advanced AI. Emery-Xu et al. (2025) treat AI not only as a general-purpose technology but as a potentially transformative one with substantial dual-use properties. In their analysis, governance must be differentiated not only by who governs—subnational, national, or international actors—but also by when governance intervenes: at development, proliferation, or deployment. This distinction matters because the efficacy of governance depends on incentive structures, technical chokepoints, and the strategic environment. In race-to-the-bottom settings, subnational governance may mitigate some risks but fail to constrain the actors most willing to take dangerous shortcuts. Likewise, nationally enforced standards may be effective for deployment but less effective where cross-border competition or proliferation pressures dominate.
These two strands of research need to be connected. Responsible AI governance without strategic governance leaves high-end risks under-addressed. Strategic governance without organizational and standards-based governance overlooks the practical institutions through which AI is currently built, managed, and deployed. The goal of this paper is therefore to synthesize these two literatures through two source publications: Batool et al. (2025) and Emery-Xu et al. (2025). The argument advanced here is that AI governance should be understood as a multi-level, stage-sensitive architecture in which governance must be aligned across levels and strengthened as risks become more systemic, dual-use, and geopolitically salient.
The paper proceeds in four steps. First, it explains why the two source papers are complementary and why synthesis is theoretically useful. Second, it organizes the synthesis around four core governance questions: who governs, what is governed, when governance occurs, and how governance is implemented. Third, it develops an integrated architecture for AI governance that links responsible AI practices to national and international governance of advanced AI. Fourth, it derives implications for research and policy, including the importance of chokepoints, standards, race dynamics, and international institutional innovation. The central conclusion is that AI governance must be built as an architecture rather than treated as a collection of isolated ethics principles or as a purely geopolitical problem.
2. The Two Source Publications and Why They Belong Together
Batool et al. (2025) address a practical yet foundational problem: AI stakeholders often struggle to understand the growing landscape of governance frameworks, tools, models, and policies. By conducting a systematic literature review of 28 studies, they provide a structured map of AI governance using four questions: who is governing, what is being governed, when governance occurs in the AI development life cycle, and how governance is implemented. Their review is especially useful because it categorizes AI governance artifacts across five levels—team, organization, industry, national, and international—thereby showing that AI governance is already distributed across multiple institutional layers.
Emery-Xu et al. (2025) ask a different question: how should the international community govern advancing AI, especially where it may have transformative and military implications? Their answer is shaped by international relations theory, arms control analogies, and technological analysis. They argue that governance choices must be understood by both who governs and when governance intervenes. They also classify risks as accidental, misuse-based, or structural, and they examine the strategic feasibility of four broad international options: a non-proliferation plus norms-of-use regime, intrusive monitoring or verification-backed restrictions, international monopoly, and de facto hegemony. Their argument is skeptical of the sufficiency of soft governance when strong competitive incentives exist.
The two papers belong together because each addresses what the other leaves open. Batool et al. (2025) show the breadth of AI governance, but not all governance levels are equally capable of addressing frontier risks. Emery-Xu et al. (2025) show the strategic demands of frontier governance, but not the broader ecosystem of governance practices already operating below the international level. The first provides breadth and mapping; the second provides depth and strategic theory. Together, they allow us to see AI governance as both an institutional landscape and an escalating strategic problem.
A second reason they belong together is that both adopt an architectural view. Batool et al. do so explicitly through governance levels and 4W1H questions. Emery-Xu et al. do so implicitly through their typology of governance forms and stages. Neither article assumes that a single mechanism can do all the governance work. This is crucial because AI governance has too often been framed in terms of silver bullets: a single law, a single ethics charter, a single standards framework, or a single treaty. Both articles reject that simplification.
A third reason is that both are centrally concerned with implementation rather than aspiration. Batool et al. (2025) emphasize frameworks, tools, and governance solutions rather than abstract ethical discourse alone. Emery-Xu et al. (2025) stress incentives, monitoring, and strategic feasibility rather than abstract calls for global cooperation. Their shared focus on implementation makes the synthesis more than a conceptual exercise. It supports a practical governance argument.
3. The Four Foundational Questions: Who, What, When, and How
The most productive bridge between the two source papers is the set of questions around who governs, what is governed, when governance occurs, and how governance is implemented. Batool et al. (2025) explicitly organize their review around these questions. Emery-Xu et al. (2025) use different vocabulary but analyze the same structure. The synthesis therefore begins by treating these questions as the grammar of AI governance.
3.1 Who governs?
Batool et al. (2025) show that AI governance involves multiple stakeholders distributed across five levels: teams, organizations, industries, nations, and international institutions. This multi-level view is reinforced by related studies in their bibliography, including analyses of subnational AI policy (Liebig et al., 2022), organizational AI governance (Mäntymäki et al., 2022), and ethical governance ecosystems (Knight et al., 2024). The implication is that governance cannot be monopolized by any single actor class.
Emery-Xu et al. (2025) simplify the question into subnational, national, and international governance. This emphasis is useful because it highlights escalation. Subnational governance includes firms, professional communities, and other non-state actors. National governance includes public standards and state-backed enforcement. International governance includes multilateral arrangements among states and possibly other global institutional forms. The key contribution of their framework is not that it denies lower-level governance, but that it shows when lower-level governance becomes insufficient.
This perspective aligns with older governance literature beyond AI. Keohane (1984) argued that cooperation after hegemony depends on institutions, but institutions take many forms and are shaped by incentives. Axelrod (1984) likewise emphasized how cooperation depends on repeated interaction and institutionalized expectations. Applied to AI governance, these insights suggest that the who of governance matters because different actors have different capacities, incentives, and legitimacy.
3.2 What is governed?
In the responsible AI literature, the answer often includes data, models, systems, principles, organizational processes, and deployment outcomes. Batool et al. (2025) synthesize studies concerned with fairness, transparency, accountability, inclusivity, rights protection, governance models, and sectoral implementation. Frameworks such as responsible AI pattern catalogues (Lu et al., 2022) or broad ethics guideline reviews (Jobin et al., 2019; Corrêa et al., 2023) focus on governing behavior, design, and decision-making processes around AI systems.
Emery-Xu et al. (2025) widen the scope considerably. For them, the object of governance includes not only deployment outcomes but also AI development processes, proliferation pathways, computing infrastructure, and the strategic consequences of technological diffusion. Buchanan (2020) calls attention to the AI triad—compute, data, and algorithms—as central to national security strategy. Khan and Mann (2020) similarly show why AI chips matter as governance-relevant infrastructure. This is a move from governing applications to governing capability formation itself.
This distinction is essential. Much current AI governance is aimed at deployed systems: ensuring that outputs are less biased, that decision systems are explainable, or that procurement and auditing procedures are improved. Those are necessary goals. But if powerful AI systems can create structural risks or geopolitical instability, then what must be governed includes capabilities, scaling pathways, and strategic access—not merely end-use behavior.
3.3 When governance occurs
Timing is the axis on which the two source papers most clearly enrich one another. Batool et al. (2025) emphasize governance across the AI development life cycle and note that many studies discuss governance artifacts without sufficient clarity about stage-specific responsibility. Emery-Xu et al. (2025) make timing the centerpiece of their framework. They distinguish governance of development, proliferation, and deployment, showing that different risks are governable at different points.
This timing question recalls the broader technological governance challenge known as the Collingridge dilemma: if policymakers intervene too early, they may regulate a poorly understood technology; if they intervene too late, the technology may already be too entrenched to control effectively (Collingridge, 1980). Emery-Xu et al. (2025) place this dilemma squarely at the center of AI governance. Their argument suggests that if AI risks are severe and structurally embedded, late intervention at deployment will often be insufficient.
The broader literature reinforces this point. Brundage et al. (2018) warn about malicious uses of AI, showing that governance opportunities may need to arise before broad deployment. Armstrong et al. (2016) model racing dynamics in AI development, highlighting how competitive incentives can undermine caution. These concerns imply that development-stage governance is not merely precautionary excess; it may be the only realistic way to manage certain categories of risk.
3.4 How governance is implemented
Batool et al. (2025) document a wide variety of implementation mechanisms: frameworks, models, tools, policies, ethical guidelines, standards, and institutional arrangements. Their review shows that AI governance is implemented through a mixture of soft and harder mechanisms, often depending on domain and level. This is echoed in the literature they cite, from organizational hourglass models (Mäntymäki et al., 2022) to governance models in healthcare (Reddy et al., 2020) and public administration (Wirtz et al., 2020).
Emery-Xu et al. (2025) push the implementation question toward international political design. They do not reject soft governance, but they show that implementation may have to include non-proliferation-like regimes, verification-backed restrictions, or even monopoly-like arrangements for frontier AI. These mechanisms are closer to arms control, strategic trade control, or institutionalized technological restraint than to standard responsible AI toolkits.
The key lesson is that implementation mechanisms should vary with capability, risk, and competitive pressure. Ethical principles may be appropriate for shaping broad norms and organizational learning; standards and laws may be more appropriate for deployment; and hard international mechanisms may be required for frontier systems where proliferation and strategic instability are central concerns.
4. Multi-Level Governance in Existing AI Practice
Batool et al. (2025) make a compelling case that AI governance is already a multi-level phenomenon. Their five-level categorization—team, organization, industry, national, international—should be treated as one of the most useful available maps of the field. This map reveals not only where governance occurs, but where the field currently places most of its effort.
At the team level, governance typically concerns engineering practice: documentation, data management, testing, bias detection, and human oversight during design and development. Lu et al. (2022) illustrate the importance of pattern-based responsible AI guidance that can be embedded into engineering workflows. This level matters because design decisions are often the first site where future harms become encoded.
At the organizational level, governance concerns processes, structures, and accountability systems inside firms and institutions. Batool et al. (2025) find that organizational governance is especially prominent in the literature. This reflects the practical reality that firms are the main sites of AI development and deployment. Organizational governance determines whether ethical principles become operational or remain symbolic. Work on organizational AI governance models and integrated governance frameworks underscores this point (Mäntymäki et al., 2022; Wirtz et al., 2020).
At the industry level, governance often operates through standards, professional norms, shared benchmarks, and public-private coordination. This layer is critical because many AI governance problems involve coordination among competitors or across supply chains. Standards bodies and professional organizations can help harmonize expectations even where law is incomplete. Batool et al. (2025) are right to emphasize that this level deserves more sustained attention, especially through grey literature and standards analysis.
At the national level, governance takes the form of public law, national frameworks, risk management standards, procurement rules, sector regulation, and broader AI strategy. Here one sees the influence of national AI ethics frameworks, NIST-style risk management tools, and statutory initiatives such as the European Union’s AI Act, all of which are noted in the literature summarized by Batool et al. (2025). National governance is crucial because firms alone cannot govern externalities that fall on society at large.
At the international level, governance becomes necessary where AI’s impacts cross borders. Batool et al. (2025) include this level in their mapping, but their review also implies that it is less mature and less concretely operationalized than the organizational level. This is where Emery-Xu et al. (2025) become especially valuable, because they offer a sharper account of what international AI governance might need to look like for advancing AI.
5. Stage-Sensitive Governance and the Need for Early Intervention
One of the central claims of Emery-Xu et al. (2025) is that governance choices should depend not just on institutional level but on production stage. This insight needs to be brought into mainstream AI governance discussions more directly. Many responsible AI debates still focus on deployment, in part because deployment is where harms are most visible. Yet this visibility may distort governance priorities.
Deployment governance is important. It is where many accountability, fairness, and safety questions become concrete. This is why so many studies in Batool et al. (2025) focus on sector-specific governance, oversight frameworks, and implementation guidance. However, as Emery-Xu et al. (2025) stress, deployment is often the latest and least controllable stage from the standpoint of certain risks. Once models have proliferated, open-source capabilities have spread, or compute-intensive systems have been trained and diffused, many opportunities for effective intervention are gone.
Development-stage governance is therefore essential for frontier systems. It is also where governance may be most feasible if policymakers can exploit chokepoints. The idea that development should be governable is not unprecedented. Historical technological governance debates around recombinant DNA, biotechnology, and nuclear weapons all wrestled with the need to intervene before widespread use (Cohen, 2018; Fredrickson, 1991; Stern, 2002, 2003). The point of analogy is not that AI is identical to these technologies, but that a governance architecture should be prepared to act earlier than deployment if the risk profile demands it.
Proliferation-stage governance matters for similar reasons. If frontier AI systems are difficult to control once widely dispersed, then controlling access to compute or frontier training capabilities may be more realistic than attempting to govern every downstream use. Buchanan (2020) and Khan and Mann (2020) help ground this point in material conditions. Governance of AI cannot be only a governance of ideas, because compute and chip supply chains create physical bottlenecks that may be governable.
6. Risk Typologies and Governance Matching
Emery-Xu et al. (2025) classify AI risks into accidental, misuse-based, and structural categories. This typology should be integrated more explicitly into the broader AI governance literature because it can help determine which governance tools match which risk profile.
Accidental risks are perhaps the most familiar within responsible AI discourse. These include unintended harmful outputs, technical failures, model biases, and unsafe use. Organizational governance, testing regimes, auditing, documentation, and sectoral quality assurance are well suited to such problems. Batool et al. (2025) show that much of the AI governance literature already targets these issues.
Misuse risks include deliberate harmful applications such as cyber offense, disinformation, deepfakes, or bioweapon assistance. These risks are harder to manage with purely internal or voluntary tools because malicious actors may not be sensitive to norms and because the harms often spread transnationally. Brundage et al. (2018) emphasize the malicious-use problem clearly, while Urbina et al. (2022) show the dual-use dangers of AI-powered drug discovery. Such risks may require access controls, reporting duties, export restrictions, and forms of international coordination.
Structural risks concern broader changes to incentives, markets, and political stability. Emery-Xu et al. (2025) discuss risks such as concentration of power, strategic instability, and systemic economic change. Horowitz (2018, 2020, 2021) likewise emphasizes the international political implications of emerging military technologies and AI’s role in strategic competition. Structural risks are the hardest to govern because they are not reducible to isolated incidents or individual harms. They emerge from the interactions among firms, states, and institutions over time.
The value of this typology is that it suggests governance matching. Team and organizational practices are crucial for many accidental risks. National and international restrictions are more necessary for misuse risks with broad externalities. Structural risks demand the highest level of coordination because no individual actor has incentives to solve them unilaterally. This matching logic strengthens the argument that governance must escalate as the risk environment changes.
7. Voluntary Governance, Strategic Competition, and the Limits of Soft Law
Batool et al. (2025) document a governance field rich in frameworks, principles, and models. This is a strength of the current literature, but it also reveals a problem: much of AI governance remains soft. Emery-Xu et al. (2025) show why this is a serious limitation in competitive environments. Subnational governance and voluntary standards can work when the rewards for harmful behavior are relatively low or when actors value reputational compliance. But where actors face strong incentives to move faster, proliferate capabilities, or gain strategic advantage, soft governance may fail.
This problem has analogues in international relations more broadly. Cooperation depends not only on shared principles but on whether incentives align and whether institutions can sustain reciprocity or monitoring (Axelrod, 1984; Keohane, 1984). Race dynamics complicate this possibility. Armstrong et al. (2016) model how AI development can become a race to the precipice. In such a world, even actors that prefer safety may cut corners if they fear rivals gaining decisive advantages. Emery-Xu et al. (2025) correctly note that race-to-the-bottom dynamics are increasingly plausible in AI development.
This does not imply that soft law, principles, and ethics are irrelevant. On the contrary, they provide essential scaffolding for organizational learning, public justification, and standards development. Jobin et al. (2019) and Corrêa et al. (2023) show that ethical AI guidelines have become globally widespread. The issue is not whether these instruments matter, but what they can realistically accomplish without stronger backing. Soft governance can prepare the ground for harder governance, but it is rarely enough on its own when strategic and economic stakes are high.
8. Chokepoints, Concentration, and the Material Basis of Governance
One of the most distinctive contributions of the international-governance literature on AI is its focus on material bottlenecks and concentration. Emery-Xu et al. (2025) emphasize that frontier AI development depends heavily on compute, advanced chips, and scale. This gives AI governance a material basis that differs from much of the abstract ethics discourse. Ahmed and Wahed (2020) discuss the compute divide in AI research, while Allen (2022) focuses on cutting off access to future AI through hardware restrictions. Khan and Mann (2020) similarly show why AI chips matter strategically.
The chokepoint concept is important because it identifies where governance leverage may be strongest. Regulating all software diffusion may be unrealistic, but regulating access to the most advanced compute or manufacturing capability may be more feasible. This does not solve the whole governance problem, but it creates a plausible point of intervention at the development and proliferation stages.
Concentration complicates the picture further. Large firms and powerful states may be both easier to govern and harder to constrain. Economies of scale, large datasets, specialized infrastructure, and first-mover advantages can create dominant actors. Emery-Xu et al. (2025) note that this could make forms of monopoly governance conceivable, even if politically controversial. Batool et al. (2025), by emphasizing the centrality of organizational governance, indirectly show why concentration matters: much AI governance is organizational because much advanced AI capability is organizationally concentrated.
This means that competition policy, industrial policy, and frontier capability governance are all relevant to AI governance. A governance architecture that treats market structure as outside its scope will miss a major source of risk.
9. Toward an Integrated Architecture for AI Governance
Bringing these insights together, an integrated architecture for AI governance should rest on three principles: layering, stage sensitivity, and escalation.
Layering means governance must be distributed across teams, organizations, industries, states, and international institutions. Each level has strengths and weaknesses. Team-level and organizational governance are closest to design and implementation. Industry governance can coordinate standards and norms. National governance can enforce public rules and align policy with broader social goals. International governance can address proliferation, strategic competition, and cross-border externalities.
Stage sensitivity means governance should be designed differently at development, proliferation, and deployment. Deployment governance is critical for many present harms, but development and proliferation governance become increasingly necessary for frontier and dual-use AI. A system that waits until deployment to intervene may be too late for some risk classes.
Escalation means governance should become stronger as incentives harden and externalities widen. Soft principles and voluntary practices are appropriate and valuable in many settings, but they should be complemented by standards, reporting requirements, procurement rules, liability structures, and international controls where needed. The aim is not maximal regulation everywhere, but governance that matches context.
This architecture also implies that responsible AI and international AI governance are not competing paradigms. They are linked layers of the same governance problem. Responsible AI without strategic governance leaves frontier risks exposed. Strategic governance without responsible AI leaves everyday harms and implementation failures untouched. Durable AI governance requires both.
10. Research and Policy Agenda
The synthesis advanced here suggests several priorities. First, future research should connect governance levels to governance stages more explicitly. Batool et al. (2025) provide a level-based map, while Emery-Xu et al. (2025) provide a stage-based map. The next step is to analyze systematically which actors are best positioned to intervene at which stage and under what conditions such intervention is legitimate and effective.
Second, governance research should devote more attention to chokepoints and technical bottlenecks. Many current governance discussions remain principle-heavy and infrastructure-light. Yet compute governance, chip supply chains, and scaling thresholds may become central to any serious frontier governance regime.
Third, more work is needed on the relationship between standards and law. Batool et al. (2025) are correct to note the importance of standards bodies and grey literature. These institutions may serve as bridges between organizational practice and national or international regulation.
Fourth, policy should begin from the assumption that no single instrument suffices. A portfolio approach is more realistic: organizational controls for development and deployment, sectoral standards for harmonization, national rules for enforcement and public accountability, and international coordination or restraint for frontier capabilities.
11. Limitations of the Present Paper
This paper is a conceptual synthesis of two source publications and the references contained within them. It does not present new empirical data. Its contribution lies in integrating a systematic review of AI governance with a strategic analysis of international AI governance. Because the user requested that citations come only from the provided publications, the paper is intentionally bounded in its literature base. Even so, the synthesis shows that a coherent and well-grounded argument can be built from those sources.
12. Conclusion
AI governance is too often framed either as a matter of organizational ethics or as a matter of international competition. The two source publications synthesized here show why that division is unsustainable. Batool et al. (2025) demonstrate that AI governance is already multi-level and institutionally diverse. Emery-Xu et al. (2025) demonstrate that advancing AI, especially in dual-use and transformative forms, generates strategic pressures that lower-level governance mechanisms may not be able to manage on their own.
The central conclusion of this paper is therefore that AI governance must be conceived as a multi-level, stage-sensitive architecture. Team and organizational governance remain essential. Industry and standards-based governance provide coordination and translation. National governance supplies public authority. International governance addresses frontier risks, proliferation, and strategic competition. No single layer can carry the burden alone.
Table 1 Integrated multi-level and stage-sensitive AI governance architecture
	Governance layer
	Typical mechanisms
	Primary strengths
	Main limits under frontier competition

	Team and organization
	Responsible AI patterns, documentation, review procedures, human oversight
	Closest to design decisions and deployment practice
	Can be undermined by speed, incentives, and uneven organizational commitment

	Industry and standards
	Shared norms, technical standards, professional guidance, benchmarks
	Helps harmonize practice and translate principles into operational routines
	Often voluntary and weak where rivalry is intense

	National governance
	Risk frameworks, public standards, procurement rules, export controls, liability and oversight
	Provides legal authority and can target domestic actors directly
	Can trigger arbitrage or be weakened by international races

	International governance
	Norms of use, non-proliferation approaches, verification, compute restrictions, coordination regimes
	Addresses cross-border spillovers and strategic externalities
	Faces sovereignty, monitoring, and enforcement challenges
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